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• Context
• Multiple stream processing applications
• Multi-processor systems

• Problem statement:  conservative model of an individual application
• Independent of other applications
• Independent of initial scheduler state

• Sufficient conditions, conservatively simulating individual application
• Functionally deterministic task graph

Outline
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• Functionally deterministic task graph
• Budget schedulers

• Modelling effects of run-time scheduling
• Response times
• Latency and rate

• Experiments
• Conclusion



Multi-stream car-entertainment system
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• Stream processing: audio/video, digital radio
• Multi-processor architecture
• End-to-end performance requirements

• Multiple streams processed concurrently
• Not all streams completely characterised

� execution rates, execution times of tasks
• User starts and stops streams

Context
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run-time scheduling

• Stream processing: audio/video, digital radio
• Multi-processor architecture
• End-to-end performance requirements

• Multiple streams processed concurrently
• Not all streams completely characterised

� execution rates, execution times of tasks
• User starts and stops streams

Context
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Budget schedulers

• Stream processing: audio/video, digital radio
• Multi-processor architecture
• End-to-end performance requirements

• Multiple streams processed concurrently
• Not all streams completely characterised

� execution rates, execution times of tasks
• User starts and stops streams

Context

}�
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Problem

• Stream processing applications � task graphs
• Task graphs

• Can be cyclic
• Use blocking write: tasks wait on sufficient space

• Dataflow graphs model task graphs in a natural way
• Sufficient conditions for functional determinism exist• Sufficient conditions for functional determinism exist
• Extension with time exists
• Known how to model static-order schedules
• Unknown how to model effects of run-time scheduling

� Existing work limited to specific scheduler or inaccurate
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Contribution

• Tight conservative dataflow model of an individual 
application with tasks that are scheduled at run-time
• Dataflow model conservatively bounds data arrival times

� Independent of other applications
� Independent of initial state of schedulers

• Restrictions• Restrictions
� Application: functionally deterministic task graph

� Model has monotonic temporal behaviour
� Schedulers: budget schedulers

� Enable a model of an individual task
� Composing task models � application model
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Related work

• Existing dataflow models
• Response times: always assume worst-case enabling time
• Latency-rate: no support for (cyclic) sequence of execution times

• Traditional simulation approaches
• Not temporally monotonic: scheduling anomalies 
• Results dependent on

Initial scheduler stateo Initial scheduler state
o Other streams: - Cycle-true simulation: low simulation speed

- High-level simulation: accuracy issues
• Performance analysis

• Real-time calculus: only support for homogeneous synchronous 
dataflow (marked graphs)
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Functional determinism

• Functionally deterministic: output values are completely 
determined by input values

• Functionally deterministic dataflow, sufficient:
• Firings are functional
• Firing rules are sequential• Firing rules are sequential

• Functionally deterministic task graph, sufficient:
• Produced data is function of consumed data
• Tasks use blocking read and write primitives (e.g. YAPI)
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Temporal monotonicity

• Firing duration
• Time associated with dataflow actor firing

• Temporally monotonic in the firing durations
• t’ �  t �  a’ �  a

with firing durations t’, t ; token production times a’, awith firing durations t’, t ; token production times a’, a

• A smaller firing duration cannot lead to any token in the 
graph being produced later

• Functionally deterministic dataflow graphs are temporally 
monotonic in the firing durations
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Dataflow – task graph correspondence

• Task graph: tasks & FIFO buffers
• FIFO buffer has a fixed number of containers
• Tasks synchronise on containers
• Non-blocking code-segment

• Code between subsequent synchronisation points

• 1-to-1 correspondence between 
• Containers and tokens
• FIFO buffers and pairs of queues in opposite direction
• Non-blocking code-segments and actor firings
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Task graph and dataflow graph

wa wb

va vb

Task graph
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• 1-to-1 correspondence task graph and dataflow graph

Dataflow graph



Conservative dataflow model

• External enabling time
• : sufficient data and space 

available in buffers
• : corresponding tokens are 

present

• Finish times 
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ê

e

ˆ,f f• Finish times 

13

va

ˆ( )e i ( )f i ˆ,f f



Conservative dataflow model

• External enabling time
• : sufficient data and space 

available in buffers
• : corresponding tokens are 

present

• Finish times

wa

ˆ( )e i ˆ ( )f i

( )e i ( )f i

ê
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Response times

• Execution time == time between enabling and finish 
• Execution in isolation
• Enabling time == start time

• Response time == time between enabling and finish 
• Resource is shared
• Enabling time �  start time
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Run-time scheduling

• Response time depends on
• Execution time
• Interference from other tasks

• Interference can depend on
• Number of activations of other tasks
• Execution times of other tasks
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• Execution times of other tasks

• Leads to three types of schedulers
1. Interference depends on activations & execution times
2. Interference depends on execution times
3. Interference independent



Run-time scheduling (cont.)

1. Dependence on: activations & execution times
• Classic single-processor real-time schedulers
• E.g. static priority pre-emptive

2. Dependence on: execution times
• Latency-rate servers
• E.g. round-robin
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• E.g. round-robin

3. Independent: interference bounded by construction
• Budget schedulers
• E.g. time-division multiplex, priority-based budgets



Budget schedulers

• Guarantees a task a minimum budget B in every time 
interval of length P
• Subclass of the aperiodic servers
• e.g., time-division multiplex, priority-based budget 

scheduler, polling server, constant-bandwidth server
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Response time calculation

• Classical response time computation
• Independent of arrival times
• Assumes worst-case enabling time
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Response time calculation

• Classical response time computation
• Independent of arrival times
• Assumes worst-case enabling time
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Response time calculation

• Classical response time computation
• Independent of arrival times
• Assumes worst-case enabling time
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• Upper bound on finish time
• Independent of previous finish time
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Improved response time calculation

• Traditional model
• Does not capture multiple consecutive executions in one slice
• Correct from a latency point of view
• Too pessimistic from a throughput point of view

• If you know that enabling time is before previous finish time, then 
you do not need to assume the initial pre-emption
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Latency-Rate servers. Stiliadis and Varma. 1998
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Worst-case enabling time
+

initial pre-emption Previous finish

Execution on a
P/B times slower

processor



Improved response time calculation
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Dataflow simulation
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Accurate dataflow analysis

wa wb

Task graph
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va1 va2 vb1 vb2

Dataflow graph



Experiment 

• Aim
• Test accuracy of dataflow model
• Consequences of capturing sequence of execution times

• Set-up
• Producer-consumer task graph

� One container is produced & consumed per execution
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� One container is produced & consumed per execution
� Cyclo-static sequence of producer execution times

• 2 ARM processors that share one double ported memory
• Cycle-accurate systemC model (using SWARM)

A B

<28,4>

<1,1> 1
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Experimental results
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Experiment 

• Aim
• Test accuracy of dataflow model
• Illustrate capturing of data-dependent behaviour

• Set-up
• Producer-consumer with variable production quantum
• 2 ARM processors that share one double ported memory
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• 2 ARM processors that share one double ported memory
• Cycle-accurate systemC model (using SWARM)

A B
[0,5] 1



Experimental results
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Conclusion

• Proposed a conservative dataflow model of an indivi dual 
application with tasks scheduled at run-time
• Independent of other applications
• Independent of initial scheduler state

• Requires
• Functionally deterministic task graph
• Budget schedulers• Budget schedulers

• Multi-processor system with run-time schedulers
• Scheduling anomalies: non-monotonic

• Our dataflow model is temporally monotonic
• Abstracts from processors and run-time schedulers

• End-to-end throughput determination
• Latency and rate more accurate than traditional res ponse times
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Questions?Questions?
m.h.wiggers@tue.nl
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